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 a b s t r a c t

Reversible adversarial examples can effectively prevent data from being accessed and recognized by unauthorized 
deep neural network models, but existing methods struggle to balance the visual quality and attack effectiveness 
of the generated adversarial examples. This paper proposes a method for generating reversible adversarial exam-
ples based on invertible neural networks (INN-RAE), achieving an effective unification of high attack success rate 
and high visual stealthiness. Specifically, during the forward propagation phase of the invertible neural network, 
both the clean sample and a noise matrix are input simultaneously, and adversarial examples are generated by 
fine-tuning the noise matrix. When restoring the adversarial examples, the same invertible neural network can 
be used to achieve high-quality restoration and remove the attack noise, thereby realizing end-to-end reversible 
adversarial example generation and restoration. Compared with existing reversible adversarial example genera-
tion algorithms, INN-RAE achieves state-of-the-art levels of attack success rate on multiple face datasets and face 
recognition models, while also achieving better visual stealthiness and restoration effects.

1.  Introduction

The rapid development of artificial intelligence technology has 
brought significant improvements in many fields but has also brought 
new challenges to privacy protection. On social networks, users may 
upload images containing sensitive personal privacy information, such 
as selfies, addresses around their homes, and photos with friends. This 
private information can easily be exploited by unauthorized AI, such as 
crawling users’ selfies for face detection and tracking, obtaining users’ 
identity information for spam and advertising pushes, and even acquir-
ing users’ facial information to create illegal face-swapped videos in-
volving pornography and violence. There are currently some methods 
to protect the privacy of information in images to prevent malicious use 
by AI. For example, adding adversarial noise to facial images to avoid 
being used for training face recognition models (Shan et al., 2020), Yuan 
et al. (2022), Yunqian et al. (2023), Tang et al. (2024), performing style 
transfer and makeup style changes on facial images to evade detection 
by face recognition models (Shengshan et al., 2022), adding much ran-
dom noise to image data to prevent unauthorized personnel from using 
datasets for model training (Zhao et al., 2022a), Rongke et al. (2024), 
and adding adversarial noise to facial images to prevent images from 
being used as deepfake material (Chin-Yuan et al., 2020), Ruiz et al. 
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(2020), Chin-Yuan et al. (2021), Wang et al. (2022), Aneja et al. (2022). 
Although the above method can achieve good results in image privacy 
protection, it adopts a one-way perturbation method, which means that 
without additional information transmission, the receiver cannot restore 
the original image, thereby limiting the use of authorized AI. To solve 
this problem, some scholars have proposed the concept of Reversible 
Adversarial Examples (RAE), which means that under the premise of 
pre-communication between the two parties, adversarial examples can 
be restored so that images can be used legally (Yin et al., 2023), Zhang 
et al. (2023), Zhen et al. (2024), Liu et al. (2023), Xiong et al. (2023). 
In summary, the image mentioned above privacy protection methods 
have the following shortcomings: 1. Protecting datasets requires signif-
icant image modifications, resulting in poor visualization and difficulty 
adapting to social media scenarios. 2. For studies on reversible adver-
sarial examples, RDH techniques can reduce the success rate of attacks, 
while using generators can degrade the quality of restored images.

This paper proposes a high visual quality Reversible Adversarial
Example generation algorithm based on Invertible Neural Networks 
(INN-RAE) to address the issues above. As shown in Fig. 1, Alice needs 
to protect her photos. She first trains an INN that can generate and
restore adversarial examples, and then distributes it to authorized users. 
After that, she uses the INN to add noise to her selfie and uploads it to 
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\begin {equation}\sigma =\mathop {argmin}\limits _{f(X+\sigma )\neq f(X)}\vert \sigma \vert _p,\ X_{adv}=X+\sigma \label {adversarialoptimization}\end {equation}
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\begin {equation}\begin {aligned} &X_{RAE}=FA(f,X),\ f(X_{RAE})\neq f(X)\\ &X_{re}=BR(X_{RAE}),\ f(X_{re})=f(X) \label {raeattack} \end {aligned}\end {equation}
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\begin {equation}\begin {aligned} &min\ D(X_{adv},X)+D(X_{re},X) \\ &s.t.\ f(X_{adv})\neq f(X)\ and\\ &\ f(X_{re})=f(X) \end {aligned} \label {optimizationTarget}\end {equation}
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\begin {equation}\begin {aligned} X_{adv},X_{re}=~&\mathop {argmin}D(X_{adv},X)+D(X_{re},X)\\ &+D\left (f(X_{re}) allel f(X)\right )-D\left (f(X_{adv}) allel f(X)\right ) \end {aligned} \label {optimizationFunction}\end {equation}
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\begin {equation}let\ PM=X,\ X_{adv}=INN_{forward}(X,PM) \label {Xeqn5-5}\end {equation}
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\begin {align}X_{re}=INN_{backward}(X_{adv}) \label {Xeqn6-6}\end {align}
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\begin {align}& X^{k+1}=X^{k}\oplus \mu _k^1(\rho _k^1(PM^k)) \label {forwardattack1}\\ & PM^{k+1}=PM^k\otimes exp(\mu _k^2(\rho _k^2(X^{k+1}))) \oplus \mu _k^3(\rho _k^3(X^{k+1})) \label {forwardattack2}\end {align}
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\begin {equation}X_{adv}=Q(IWT(X^N)) \label {Xeqn9-9}\end {equation}
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\begin {equation}Q(X)=T(R(X\times 255)/255) \label {quantization}\end {equation}
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\begin {align}& PM^{k-1}_{re}=\left (PM^{k}_{re}\ominus \mu _k^3(\rho _k^3(X_{re}^k))\right )\otimes exp\left (-\mu _k^2(\rho _k^2(X_{re}^k))\right ) \label {backwardreconstruct1}\\ & X_{re}^{k-1}=X_{re}^k\ominus \mu _k^1(\rho _k^1(PM^{k}_{re})) \label {backwardreconstruct2}\end {align}
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\begin {equation}X_{re}=Q(IWT(X_{re}^0)) \label {Xeqn13-13}\end {equation}
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\begin {align}&MSE(X1,X2)=\frac {1}{n^2}\sum _{i=1}^{n}\left (X1_{i}-X2_{i}\right )^2 \label {Xeqn14-14}\\ & PSNR(X1,X2)=20\cdot log_{10}\left (\frac {1}{MSE(X1,X2)}\right ) \label {psnr}\end {align}
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\begin {align}&VL_{adv}=PSNR(X_{adv},X) \label {vladvloss}\\ & RL_{adv}=CosSim(f(X_{adv}),f(X_{ref})) \label {rladvloss}\end {align}
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\begin {equation}RL_{adv}=-CosSim(f(X_{adv}), f(X_{t-ref})) \label {targetrladvloss}\end {equation}
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\begin {equation}RL_{re}=CosSim(f(X_{re}),f(X_{ref})) \label {rlreloss}\end {equation}
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Fig. 1. INN-RAE ensures that images can be used by authorized users and prevents access by unauthorized users.

the public network for sharing. Authorized users can access and analyze 
the photo normally, while unauthorized users will mistake it for Bob, 
thus protecting Alice’s privacy.

Overall, the contributions of this paper are as follows: 1. This pa-
per proposes a novel reversible adversarial example generation method, 
INN-RAE, which improves the visual quality and attack success rate 
of reversible adversarial examples. 2. A new joint optimization frame-
work is proposed, which simultaneously optimizes the model’s recog-
nition loss and the visual stealthiness of generated adversarial exam-
ples, achieving a balance between the two. 3. Experiments on different 
face datasets and face recognition models demonstrate that INN-RAE 
achieves state-of-the-art attack success rates while also attaining better 
visual stealthiness.

2.  Related work

In this section, a brief introduction to reversible adversarial examples 
and invertible neural network technology will be given.

2.1.  Adversarial attack

With the rapid development of artificial intelligence technology 
based on deep neural networks (DNNs), DNNs have achieved excellent 
performance in multiple fields. However, the emergence of adversar-
ial examples has raised concerns about the safety of artificial intelli-
gence. A well-performing DNN can be fooled into making completely 
wrong judgments by adding imperceptible adversarial noise to clean 
samples. Depending on whether the attacker can access the structure 
and gradient information of the target model, adversarial attacks can 
be classified into white-box attacks and black-box attacks. White-box 
attacks have a higher success rate and better stealthiness against the 
target model (Goodfellow et al., 2015), Madry et al. (2018), Carlini and 
Wagner (2017), Dong et al. (2018), Ye et al. (2023), Zhao et al. (2022b). 
Black-box attacks are more suitable for adversarial attacks in practical 
scenarios but are more challenging to execute and leave more appar-
ent traces (Wei et al., 2019), Wei (2022b), Xingxing et al. (2023), Wei 

(2022a), Wei et al. (2022), Ran et al. (2025), Rabhi et al. (2024). The 
objective of the adversarial attack is shown in Eq. (1), which is to min-
imize the added perturbation 𝜎 on the premise of satisfying the failure 
of target model 𝑓 (⋅) recognition, |𝜎|𝑝 denotes Lp norm.
𝜎 = 𝑎𝑟𝑔𝑚𝑖𝑛

𝑓 (𝑋+𝜎)≠𝑓 (𝑋)
|𝜎|𝑝, 𝑋𝑎𝑑𝑣 = 𝑋 + 𝜎 (1)

2.2.  Reversible adversarial examples

Using adversarial sample technology to add adversarial noise to pri-
vacy information, making it impossible for the target network to iden-
tify the content correctly. Most adversarial noise addition techniques 
are one-way, meaning that images with added noise cannot be restored 
without additional information, limiting the use of these samples in au-
thenticated AI (Shan et al., 2020), Zhao et al. (2022a), Thanh et al. 
(2023). To address this issue, researchers have proposed the concept of 
reversible adversarial samples (Yin et al., 2023), Zhang et al. (2023), 
Zhen et al. (2024), Liu et al. (2023), Xiong et al. (2023). The receiver 
can remove noise from adversarial samples for legitimate use through 
pre-agreed rules. The generation target is shown in Eq. (2), where 𝑋𝑅𝐴𝐸
denotes reversible adversarial example, 𝐹𝐴(⋅) denotes forward attack 
process, 𝑋𝑟𝑒 denotes reconstruction sample, and 𝐵𝑅(⋅) denotes back-
ward reconstruct process.
𝑋𝑅𝐴𝐸 = 𝐹𝐴(𝑓,𝑋), 𝑓 (𝑋𝑅𝐴𝐸 ) ≠ 𝑓 (𝑋)

𝑋𝑟𝑒 = 𝐵𝑅(𝑋𝑅𝐴𝐸 ), 𝑓 (𝑋𝑟𝑒) = 𝑓 (𝑋)
(2)

Although the RAE generation methods mentioned above can restore ad-
versarial examples, RAE based on RDH algorithms can decrease attack 
success rate and add additional computational overhead. In contrast, 
RAE based on generators can result in poor-quality generated adversar-
ial images and reconstructed images.

2.3.  Invertible neural network

Invertible neural networks have attracted the attention of many 
researchers due to their highly interpretable network structure (Dinh 
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et al., 2015), Dinh et al. (2017) and have been deeply applied in many 
fields, such as image generation (Ardizzone et al., 2019), Ardizzone et al. 
(2020), image denoising (Jun-Jie & Luigi, 2022), Sutanu and Kumar 
(2023), image steganography (Shao-Ping et al., 2021), Youmin et al. 
(2022), and video steganography (Chong et al., 2023). Additionally, 
some studies have utilized INNs to generate adversarial samples. For 
instance, AdvINN (Chen et al., 2023) employs INN to optimize pertur-
bations in clean samples, resulting in highly concealed adversarial noise. 
However, this method does not consider the issue of adversarial sample 
reconstruction, leading to problems such as low reconstruction quality 
and difficulty correctly identifying the reversed reconstructed images.

3.  Reversible adversarial examples based on invertible neural 
network

This section will model the privacy protection scenario of reversible 
adversarial examples on social networks and determine the optimization 
objectives. Then, we will introduce the INN-RAE proposed in this paper 
in detail.

3.1.  Problem formulation

We hereby provide a definition for the scenario of invertible adver-
sarial examples. For unauthorized AI, the protected images should cause 
misclassification in their DNNs. In contrast, the original images should 
be recoverable for authorized AI, and the content should be correctly 
recognized using legal DNNs. Therefore, the optimization goals in this 
scenario are as shown in Eq. (3).
𝑚𝑖𝑛 𝐷(𝑋𝑎𝑑𝑣, 𝑋) +𝐷(𝑋𝑟𝑒, 𝑋)

𝑠.𝑡. 𝑓 (𝑋𝑎𝑑𝑣) ≠ 𝑓 (𝑋) 𝑎𝑛𝑑

𝑓 (𝑋𝑟𝑒) = 𝑓 (𝑋)

(3)

For a given original image 𝑋 and target network 𝑓 , generate a protected 
image 𝑋𝑎𝑑𝑣 such that the difference between 𝑋𝑎𝑑𝑣 and 𝑋 is minimized, 
𝐷(⋅) denotes image distance measurement function. However, the tar-
get network simultaneously misidentifies 𝑋𝑎𝑑𝑣. For the recovered image 
𝑋𝑟𝑒, the difference between 𝑋𝑟𝑒 and 𝑋 should be minimized, and the 
recognition results of the target network for 𝑋 and 𝑋𝑟𝑒 should be consis-
tent. Integrating the optimization as mentioned above goals, we obtain 

a unified optimization objective function as shown in Eq. (4).
𝑋𝑎𝑑𝑣, 𝑋𝑟𝑒 = 𝑎𝑟𝑔𝑚𝑖𝑛𝐷(𝑋𝑎𝑑𝑣, 𝑋) +𝐷(𝑋𝑟𝑒, 𝑋)

+𝐷
(

𝑓 (𝑋𝑟𝑒)𝑎𝑙𝑙𝑒𝑙𝑓 (𝑋)
)

−𝐷
(

𝑓 (𝑋𝑎𝑑𝑣)𝑎𝑙𝑙𝑒𝑙𝑓 (𝑋)
) (4)

In the subsequent sections, this paper will analyze and optimize privacy 
protection in image classification and face recognition scenarios based 
on the above-mentioned optimized objective function.

3.2.  Forward attack & backward reconstruction

Fig. 2 shows the overall flowchart of the reversible adversarial sam-
ple generation algorithm based on invertible neural networks proposed 
in this paper. The entire process can be divided into two steps. The first 
step is the forward attack by the image owner to generate adversarial 
noise for the protected image. The second step is the reverse restoration 
and reconstruction process performed by the legitimate receiver of the 
image, which restores the reversible adversarial sample to a normally 
recognizable sample. For an input clean sample 𝑋, an adversarial sam-
ple 𝑋𝑎𝑑𝑣 is first generated through a forward attack process, and the 
target network 𝑓 is queried using the adversarial sample.
𝑙𝑒𝑡 𝑃𝑀 = 𝑋, 𝑋𝑎𝑑𝑣 = 𝐼𝑁𝑁𝑓𝑜𝑟𝑤𝑎𝑟𝑑 (𝑋,𝑃𝑀) (5)

Then, the generated adversarial sample is passed through the INN’s re-
verse reconstruction process to obtain the reconstructed sample 𝑋𝑟𝑒. 
𝑋𝑟𝑒 = 𝐼𝑁𝑁𝑏𝑎𝑐𝑘𝑤𝑎𝑟𝑑 (𝑋𝑎𝑑𝑣) (6)

In the forward attack phase, the image 𝑋 ∈ 𝑅𝐶×𝐻×𝑊  that needs 
to be protected is also used as the initial perturbation matrix 𝑃𝑀 , 
which adds perturbations for updating. DWT transformations are per-
formed to obtain frequency domain information 𝑋0 ∈ 𝑅4𝐶×𝐻∕2×𝑊 ∕2 and 
𝑃𝑀0 ∈ 𝑅4𝐶×𝐻∕2×𝑊 ∕2. At this time, the image resolution of the frequency 
domain information is one-quarter of the original image, which facili-
tates the training of the INN. Afterwards, 𝑋0 and 𝑃𝑀0 are put into the 
INN for forward deduction. The INN consists of N invertible blocks, and 
the structure of each invertible block is shown in Fig. 3. The K-th invert-
ible block’s input is 𝑋𝑘 and 𝑃𝑀𝑘, and the output is 𝑋𝑘+1 and 𝑃𝑀𝑘+1, 
where 𝑋𝑘 and 𝑋𝑘+1 have the same shape, and 𝑃𝑀𝑘 and 𝑃𝑀𝑘+1 have 
the same shape. The forward calculation formula of the invertible block 
k is shown as Eqs. (7) and (8). Where 𝜌𝑖𝑘 and 𝜇𝑖

𝑘 represent specific fea-
ture extractors, the five-layer dense block (Gao et al., 2017) is used for 

Fig. 2. Schematic diagram of the overall process of INN-RAE.
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Fig. 3. Illustration of invertible block k used in INN, where ⊗ denotes element-
wise multiplication, ⊕ denotes element-wise addition.

feature extraction. Then, a 1x1 convolution is connected to compress 
the channels of the output image, ensuring the consistency of the input 
and output shapes.
𝑋𝑘+1 = 𝑋𝑘 ⊕ 𝜇1

𝑘(𝜌
1
𝑘(𝑃𝑀

𝑘)) (7)

𝑃𝑀𝑘+1 = 𝑃𝑀𝑘 ⊗ 𝑒𝑥𝑝(𝜇2
𝑘(𝜌

2
𝑘(𝑋

𝑘+1)))⊕ 𝜇3
𝑘(𝜌

3
𝑘(𝑋

𝑘+1)) (8)

After the forward pass through N invertible blocks, the frequency do-
main output 𝑋𝑁  of the adversarial sample is obtained through quanti-
zation function 𝑄:
𝑋𝑎𝑑𝑣 = 𝑄(𝐼𝑊 𝑇 (𝑋𝑁 )) (9)

where quantization function 𝑄 is shown in Eq. (10).
𝑄(𝑋) = 𝑇 (𝑅(𝑋 × 255)∕255) (10)

Where 𝑅(⋅) denotes the rounding function, 𝑇 (⋅) represents the trunca-
tion operation, which truncates the input to within the range of [0,1] to 
ensure that the output sample forms a usable sample. In addition, the 
output at the 𝑃𝑀 end will result in a redundant output 𝑌 . When se-
lecting the initial value for 𝑃𝑀 , an image identical to the original clean 
sample is chosen to ensure the visual quality of the generated adversarial 
sample. The receiver’s input is a single adversarial example 𝑋𝑎𝑑𝑣 during 
the backward reconstruction phase. After applying the DWT transform 
to the 𝑋𝑎𝑑𝑣, it is used as a dual-channel input 𝑋𝑁

𝑟𝑒  and fed into the invert-
ible blocks of the INN in reverse order. For the k-th block, the backward 
computation is shown in Eqs. (11) and (12). Since the computation in 
the INN is fully reversible, the same network and parameters used in the 
forward attack are utilized.
𝑃𝑀𝑘−1

𝑟𝑒 =
(

𝑃𝑀𝑘
𝑟𝑒 ⊖ 𝜇3

𝑘(𝜌
3
𝑘(𝑋

𝑘
𝑟𝑒))

)

⊗ 𝑒𝑥𝑝
(

−𝜇2
𝑘(𝜌

2
𝑘(𝑋

𝑘
𝑟𝑒))

)

(11)

𝑋𝑘−1
𝑟𝑒 = 𝑋𝑘

𝑟𝑒 ⊖ 𝜇1
𝑘(𝜌

1
𝑘(𝑃𝑀

𝑘
𝑟𝑒)) (12)

After passing through the inverse INN output, the frequency domain 
sample 𝑋0

𝑟𝑒 of the reconstructed sample is obtained, and it becomes the 
reconstructed sample:
𝑋𝑟𝑒 = 𝑄(𝐼𝑊 𝑇 (𝑋0

𝑟𝑒)) (13)

3.3.  INN-RAE optimization generation

When generating adversarial samples 𝑋𝑎𝑑𝑣, the parameters and 
structure of the INN will not be changed, ensuring that the sender and 
receiver can correctly generate and restore clean samples after obtaining 
the same INN. When generating adversarial samples, the loss function 
can be divided into the visual quality loss function and the model clas-
sification loss function. The visual quality loss function aims to make 
the generated adversarial samples and the reconstructed samples have 
a visual effect as close to the original image. Therefore, we use the peak 
signal-to-noise ratio (PSNR) function to measure the visual effect. Nor-
malize two images 𝑋1 and 𝑋2, of the same size to the range of [0, 1], 
with the number of pixels being 𝑛 = 𝐶 ×𝐻 ×𝑊 , where 𝐶,𝐻,𝑊  denotes 

images’ channel, height, and width. 𝑋𝑖 represents the value of the i-th 
pixel. Calculate the Mean Squared Error (MSE) between the two images 
and compute their PSNR value via Eq. (15). A more enormous PSNR 
value means better image visual quality.

𝑀𝑆𝐸(𝑋1, 𝑋2) = 1
𝑛2

𝑛
∑

𝑖=1

(

𝑋1𝑖 −𝑋2𝑖
)2 (14)

𝑃𝑆𝑁𝑅(𝑋1, 𝑋2) = 20 ⋅ 𝑙𝑜𝑔10

(

1
𝑀𝑆𝐸(𝑋1, 𝑋2)

)

(15)

Regarding facial privacy protection, assuming user Alice hopes that 
unauthorized AI cannot correctly identify and track the photos she posts 
on social networks. Here, we assume that the unauthorized AI has one 
or more confirmed photos of Alice herself, denoted as 𝑋𝐴𝑙𝑖𝑐𝑒−𝑟𝑒𝑓 . When 
Alice posts a new photo 𝑋, the thief will compare photo 𝑋 with the 
existing reference photos. If the similarity between the two reaches a 
threshold 𝑡ℎ, 𝑋 is assumed to be a photo of Alice. Otherwise, it cannot be 
identified. Furthermore, regarding targeted attacks on face recognition 
models, Alice hopes that the unauthorized AI identifies 𝑋 as Bob, mean-
ing that the similarity between 𝑋 and Bob’s reference image 𝑋𝐵𝑜𝑏−𝑟𝑒𝑓  is 
greater than the threshold. The similarity between 𝑋 and Alice’s refer-
ence image 𝑋𝐴𝑙𝑖𝑐𝑒−𝑟𝑒𝑓  is less than the threshold 𝑡ℎ. For a face recognition 
model 𝑓 , the input is a face image, and the output is the corresponding 
one-dim feature vector. The similarity between two face images can be 
obtained by comparing the distances between the feature vectors of dif-
ferent face images. For an untargeted attack scenario, given a protected 
clean sample 𝑋, a reference image 𝑋𝑟𝑒𝑓  held by an unauthorized AI, and 
the generated adversarial face image 𝑋𝑎𝑑𝑣, there are visualization loss 
𝑉 𝐿𝑎𝑑𝑣 and face recognition loss 𝑅𝐿𝑎𝑑𝑣, with calculation formulas shown 
in Eq. (16) and (17). 𝐶𝑜𝑠𝑆𝑖𝑚(⋅) denotes the cosine similarity function.
𝑉 𝐿𝑎𝑑𝑣 = 𝑃𝑆𝑁𝑅(𝑋𝑎𝑑𝑣, 𝑋) (16)

𝑅𝐿𝑎𝑑𝑣 = 𝐶𝑜𝑠𝑆𝑖𝑚(𝑓 (𝑋𝑎𝑑𝑣), 𝑓 (𝑋𝑟𝑒𝑓 )) (17)

For targeted attack scenarios, given a target identity face image 𝑋𝑡−𝑟𝑒𝑓 , 
the corresponding targeted attack recognition loss is 𝑅𝐿𝑎𝑑𝑣, and its cal-
culation method is shown in Eq. (18).
𝑅𝐿𝑎𝑑𝑣 = −𝐶𝑜𝑠𝑆𝑖𝑚(𝑓 (𝑋𝑎𝑑𝑣), 𝑓 (𝑋𝑡−𝑟𝑒𝑓 )) (18)

Similarly, for 𝑋𝑟𝑒 obtained through reverse reconstruction using INN, 
to ensure that authorized AI can correctly identify its identity, the re-
construction recognition loss 𝑅𝐿𝑟𝑒 is constructed, and its calculation 
method is shown in Eq. (19).
𝑅𝐿𝑟𝑒 = 𝐶𝑜𝑠𝑆𝑖𝑚(𝑓 (𝑋𝑟𝑒), 𝑓 (𝑋𝑟𝑒𝑓 )) (19)

Finally, when calculating the unified loss function 𝐿(𝑓,𝑋, 𝑃𝑀), the vi-
sual loss and recognition loss are comprehensively considered to obtain 
the final optimization objective function, which is given in Eq. (20).
𝐿(𝑓,𝑋, 𝑃𝑀) = 𝜆1 ⋅ (𝑉 𝐿𝑎𝑑𝑣 + 𝑉 𝐿𝑟𝑒) + 𝑅𝐿𝑎𝑑𝑣 − 𝑅𝐿𝑟𝑒 (20)

The final optimization iteration algorithm is shown in Eqs. (21) and 
(22), and the adversarial sample 𝑋𝑎𝑑𝑣 and reconstructed sample 𝑋𝑟𝑒 that 
meet the requirements are obtained by continuously updating 𝑃𝑀 .

𝑔𝑚−1 = ∇𝑃𝑀𝑚−1
𝐿(𝑓,𝑋, 𝑃𝑀𝑚−1)

𝑃𝑀𝑚 = 𝑃𝑀𝑚−1 + 𝛼 ⋅ 𝑠𝑖𝑔𝑛(𝑔𝑚−1)
(21)

During the updating process of 𝑃𝑀 and 𝑋𝑎𝑑𝑣, 𝐿∞ norm to constrain 
both, and for ease of control, both adopt the same attack magnitude for 
limitation. 𝜖 is the maximum attack amplitude.
|𝑋𝑎𝑑𝑣 −𝑋|∞ ≤ 𝜖

|𝑃𝑀 −𝑋|∞ ≤ 𝜖
(22)

4.  Experiments and analysis

4.1.  Experiments setting

For the face recognition task, the VggFace2 (Qiong et al., 2018) and 
CelebA (Zhang et al., 2020) datasets were used for evaluation. VggFace2 
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Table 1 
Experimental results of untargeted attacks on CelebA, with the best results in bold.
 TargetModels  SRAE  RAE-FGSM (post)  RAE-BIM (post)  RAE-BIM (in-the-loop)  INN-RAE (Ours)

 CelebA
 ArcFace  0.8816  0.8866  0.9408  0.9600  0.9599
 CosFace  0.6681  0.9163  0.9350  0.9504  0.9665
 MobileFacenet  0.7898  0.9002  0.9079  0.9526  0.9905
 Sphere Face  0.7885  0.9035  0.9306  0.9493  0.9815
 Sphere Face2  0.7518  0.9169  0.9271  0.9294  0.9656
 Sphere FaceR  0.5665  0.8974  0.9084  0.9642  0.9507

 VggFace2
 ArcFace  0.5481  0.9061  0.9086  0.9851  0.9737
 CosFace  0.4773  0.9790  0.9471  0.9265  0.9653
 MobileFacenet  0.6309  0.9230  0.9902  0.9181  0.9999
 Sphere Face  0.7098  0.8813  0.9323  0.9294  0.9902
 Sphere Face2  0.8846  0.9048  0.9043  0.9581  0.9622
 Sphere FaceR  0.8345  0.9070  0.8992  0.9878  0.9850

contains 3.31 million images of 9131 faces from different people. The 
CelebA dataset contains over 200,000 facial images from 10,177 celebri-
ties. We randomly selected 1000 faces from 100 individuals, with ten 
images for each ID, one of which was used as a reference image and the 
remaining nine as images to be attacked. All the face image sizes are 
112×112.

4.1.1.  Target model
We selected CosFace (Hao et al., 2018), ArcFace (Jiankang et al., 

2019), Sphere Face (Weiyang et al., 2017), and MobileFaceNet (Chen 
et al., 2018) networks for the face recognition task. These networks have 
all been trained on VGGFace2 and achieved the accuracy claimed in 
their original papers.

4.1.2.  Attack parameters
The maximum attack amplitude in RAE (Liu et al., 2023) and INN-

RAE is designed to be 4/255 to ensure stealthiness. However, since SRAE 
(Zhang et al., 2023) uses a generator to generate images, setting the at-
tack amplitude too small will result in a low attack success rate, making 
it impossible to attack successfully. Therefore, its attack amplitude is 
set to 1, the same as in the original paper, and on this basis, we try to 
optimize the perturbation amplitude.

4.1.3.  Metrics
In experiments, the metrics for evaluating RAE can be divided into 

visual quality and attack effectiveness. In terms of visual quality metrics, 
it is necessary to measure the visual quality of the generated adversarial 
examples and the visual quality of the reconstructed examples. PSNR,
SSIM, and L2 norm are metrics to measure visual quality. Here, sub-
scripts distinguish between the visual quality metrics of adversarial and 
reconstructed samples. When evaluating face privacy protection scenar-
ios, besides general image quality evaluation indicators, we introduced 
the EQBM (Ou et al., 2023) indicator to measure the quality of face 
images in the generated adversarial samples. In terms of attack effec-
tiveness metrics, the attack success rate (ASR) of adversarial examples 
and the cognition error rate (CER) of the reconstructed samples are used 
for evaluation. A higher attack success rate indicates better generated 
adversarial examples, while a lower cognition error rate indicates better 
usability of the recovered samples.

4.2.  Attack performance evaluation

When comparing attack effectiveness, we selected two state-of-the-
art reversible adversarial example generation algorithms for compari-
son: SRAE (Zhang et al., 2023) and RAE (Liu et al., 2023). For the RAE 
method, we chose RAE-FGSM (post), RAE-BIM (post), and RAE-BIM (in-
the-loop) for comparison. The experimental results for non-targeted at-
tacks on the CelebA and VggFace2 datasets are shown in Table 1. It 

Table 2 
For the attack success rate of targeted attacks on face recognition models, 
the best results are highlighted in bold.
Target 
Models

 RAE-FGSM (post)  RAE-BIM (post)  RAE-BIM (in-the-loop)  INN-RAE (Ours)

 CelebA
ArcFace  0.2111  0.6751  0.8022  0.8523
CosFace  0.2804  0.4955  0.4975  0.9176
Mobile-
Facenet

 0.2111  0.7617  0.7772  0.9112

Sphere 
Face

 0.1480  0.7735  0.8972  0.9076

Sphere 
Face2

 0.1840  0.5507  0.8092  0.8940

Sphere 
FaceR

 0.1400  0.4467  0.5291  0.8836

 VggFace2
ArcFace  0.5682  0.9360  0.9879  1.0000
CosFace  0.3200  0.8899  0.9511  0.9842
Mobile-
Facenet

 0.5682  0.9437  0.9731  1.0000

Sphere 
Face

 0.2626  0.6538  0.7468  0.7742

Sphere 
Face2

 0.2323  0.5361  0.5748  0.5968

Sphere 
FaceR

 0.3131  0.6106  0.6647  0.7364

can be observed that INN-RAE achieved the best attack success rate 
in most scenarios, maintaining an attack success rate above 95%. In 
some models and datasets where it did not achieve the optimal attack 
success rate, the difference between INN-RAE and the most advanced 
methods was also around 1%. Therefore, it can be considered that INN-
RAE has reached the SOTA level in reversible adversarial examples for 
non-targeted facial attacks.

For the experimental results of targeted attacks, as shown in
Table 2, due to the difficulty in achieving targeted facial attacks on 
human faces using the GAN network-based SRAE method, only the tar-
geted attacks of the RAE method are compared in this paper. As can be 
seen from the table, INN-RAE achieved the best targeted attack success 
rate across all tested models and datasets. Particularly, when attack-
ing ArcFace and MobileFacenet in VggFace2, it reached a 100% attack 
success rate. In addition, we found that the RAE-BIM (post) and RAE-
BIM (in-the-loop) methods exhibited significant differences in attack ef-
fectiveness across different datasets for targeted attacks on CosFace. In 
CelebA, they achieved a success rate of less than 50%, but in VggFace2, 
their success rates were 88.99% and 95.11%, respectively. We specu-
late that this is due to the significant differences in data distribution 
between the CelebA and VggFace2 datasets, leading to large variations 
in effectiveness when attacking the CosFace model.
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Fig. 4. The untargeted and targeted adversarial attack samples and their corresponding reconstructed samples generated by the ArcFace model on the CelebA dataset 
by INN-RAE.

Examples of adversarial samples and reconstructed samples gener-
ated by this attack method for non-targeted and targeted attacks on 
the CosFace model using the CelebA dataset are shown in Fig. 4. The 
similarity between the sample and the reference image is indicated in 
the bottom right corner of each image. A similarity above the thresh-
old is considered to indicate the same face, while a similarity below the 
threshold is considered to indicate a different face.

4.3.  Attack stealthiness evaluation

When measuring the stealthiness of different reversible adversarial 
sample generation algorithms, we selected four metrics for evaluation 
on the CelebA dataset: PSNR, L2, SSIM, and EQBM. The first three are 
used to objectively measure the degree of image alteration, while the 
fourth assesses the naturalness of the image. The stealthiness metrics of 
adversarial attacks generated for different models on the CelebA dataset 
are shown in Fig. 6. The horizontal axis of each figure represents dif-
ferent target models, while the vertical axis represents the correspond-
ing metric values. It can be observed from the figures that INN-RAE 
achieves the best visual stealthiness across most models. Only in the 
EQBM metric, the adversarial samples for the CosFace model are slightly 
lower than a few other methods, such as RAE-BIM (post). These re-
sults demonstrate that INN-RAE has outstanding performance in visual
stealthiness (Fig. 5).

Adversarial samples generated using different reversible adversarial 
attack algorithms and their corresponding perturbations are shown in 
Figs. 7 and 8. For ease of observation, the generated noise is multiplied 

by 20. It is evident that the noise generated using the SRAE method is 
more pronounced, and the quality of the original image is worse. The 
noise generated by the RAE method exhibits a noticeable super-pixel 
upsampling effect, which has the advantage of reducing the required 
steganographic capacity but the disadvantage of lowering the attack 
success rate. The adversarial noise generated by INN-RAE is more con-
cealed, with subtle differences from the original image, barely affecting 
normal usage.

4.4.  Reversibility evaluation

When evaluating the reversibility metrics of reversible adversarial 
samples, we assess them from two perspectives: the similarity between 
the recovered image and the original image, and the proportion of 
correctly recognized recovered images. The former is evaluated using 
PSNR, SSIM, L2 distance, and EQBM, while the latter is assessed using 
CER. The reversibility test results on the CelebA dataset are shown in 
Table 3.

As can be seen from the table, compared to the original SRAE, the 
proposed SRAE in this paper has a lower recognition error rate after re-
covery and a smaller difference between the recovered image and the 
original image, demonstrating the excellent performance of our method 
in terms of reversibility. It is worth noting that the RAE method utilizes 
reversible data hiding techniques for reversible recovery of adversarial 
noise, theoretically achieving lossless noise hiding and recovery. There-
fore, our method is not compared with RAE in terms of reversibility.

Table 3 
Comparison of reversible adversarial sample restoration capabilities, with the best results highlighted in bold.
 Target Models  CER ↓  PSNR ↑  SSIM ↑  L2 ↓  EQBM ↑

 INN-RAE  SRAE  INN-RAE  SRAE  INN-RAE  SRAE  INN-RAE  SRAE  INN-RAE  SRAE
 ArcFace  0.0097  0.0968  40.4570  37.3552  0.9801  0.9593  1.8444  2.6319  0.4684  0.4072
 CosFace  0.0130  0.3810  40.3975  37.4096  0.9807  0.9575  1.7216  2.6152  0.4615  0.4109
 MobileFacenet  0.0136  0.0968  40.4771  37.3552  0.9802  0.9593  1.8399  2.6319  0.4385  0.4072
 Sphere Face  0.0150  0.1932  40.3548  37.3605  0.9821  0.9607  1.8673  2.6302  0.4471  0.4187
 Sphere Face2  0.0064  0.1290  40.0411  37.1324  0.9820  0.9568  1.9343  2.7022  0.4409  0.4233
 Sphere FaceR  0.0147  0.2091  40.0803  37.5167  0.9817  0.9620  1.9255  2.5867  0.4463  0.4407
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Fig. 5. Targeted adversarial attack stealthiness performance. Where the x-axis represents the target model and the y-axis represents the metrics.
Table 4 
Evaluation of computational cost in RAE generation and reconstruction.
 Attack Methods  Generation Time (s)  Reconstruction Time (s)  GPU Memory Uasge (GB)
 SRAE  0.51  0.48  1.85
 RAE-FGSM (post)  1.24  5.86  1.44
 RAE-BIM (post)  4.63  5.42  1.67
 RAE-BIM (in-the-loop)  6.99  5.96  1.67
 INN-RAE (Ours)  9.64  1.42  1.48

4.5.  Computational resource consumption

We conducted resource consumption experiments on several re-
versible adversarial example generation methods compared in this
paper. The evaluation was carried out from three perspectives: adversar-
ial example generation time, reconstruction time, and peak GPU mem-
ory usage during the generation process. The experiments were per-
formed on a platform equipped with an Intel(R) Xeon(R) Silver 4214 
CPU @ 2.20GHz, 128GB of RAM, and an NVIDIA RTX 3090 GPU with 
24GB of memory. The experimental results are presented in the Table 4. 
INN-RAE exhibits the longest generation time among the evaluated
methods, taking 9.64 seconds to generate adversarial examples. This 
is significantly longer than SRAE (0.51 seconds), RAE-FGSM (1.24 sec-
onds), RAE-BIM (post) (4.63 seconds), and RAE-BIM (in-the-loop) (6.99 
seconds). The prolonged generation time of INN-RAE can be attributed 
to its complex neural network architecture, which likely involves multi-
ple computational steps and iterative processes to ensure the quality and 
reversibility of the generated adversarial examples. Conversely, INN-

RAE demonstrates the short reconstruction time, recovering the original 
data from adversarial examples in 1.42 seconds. This is notably faster 
than RAE-FGSM (5.86 seconds), RAE-BIM (post) (5.42 seconds), and 
RAE-BIM (in-the-loop) (5.96 seconds). In RAE-BIM and RAE-FGSM, the 
reversible information hiding step involves computations that cannot be 
accelerated using GPUs. This step requires traversing every pixel of the 
image for reconstruction. Consequently, as the image size increases, the 
reconstruction speed decreases significantly. SRAE also has a relatively 
short reconstruction time of 0.48 seconds, but its overall performance is 
compromised in terms of attack success rate and perturbation quality. 
The rapid reconstruction capability of INN-RAE highlights its efficiency 
in reversible adversarial embedding, making it suitable for applications 
requiring quick data recovery. In terms of GPU memory consumption, 
INN-RAE uses 1.48 GB, which is moderate compared to other meth-
ods. SRAE consumes the most memory (1.85 GB). The memory usage of 
INN-RAE suggests a balance between model complexity and resource
efficiency, avoiding excessive memory overhead while maintaining 
competitive performance. In summary, INN-RAE strikes a balance
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Fig. 6. Untargeted adversarial attack stealthiness performance. Where the x-axis represents the target model and the y-axis represents the metrics.

Table 5 
Robustness evaluation for reversible adversarial examples.
 Defense Methods  Attack Methods

 SRAE  RAE-FGSM (post)  RAE-BIM (post)  RAE-BIM (in-the-loop)  INN-RAE (Ours)
 None  0.7885  0.9035  0.9306  0.9493  0.9815
 JPEG (qp=90)  0.6710  0.4980  0.4329  0.4439  0.4581
 JPEG (qp=70)  0.5832  0.4463  0.3588  0.3713  0.4407
 JPEG (qp=50)  0.4119  0.4185  0.2901  0.3647  0.3722
 Gaussian  0.7003  0.6563  0.6410  0.5968  0.6481
 Super  0.7462  0.5947  0.5377  0.4943  0.5843
 Random  0.6564  0.6470  0.6130  0.6044  0.6010
 Average  0.6511  0.5949  0.5434  0.5464  0.5837

between memory efficiency and reconstruction speed, making it well-
suited for applications prioritizing data reversibility and resource con-
servation. Its ability to rapidly recover original data from adversarial ex-
amples, combined with moderate memory usage, positions INN-RAE as a 
promising solution for security-critical applications where reversible ad-
versarial perturbations are required. However, its high generation over-
head necessitates careful consideration of application requirements and 
available computational resources.

4.6.  Robustness evaluation

Image processing techniques developed to counteract adversarial ex-
amples and mitigate their attack potency have emerged as a validated 
defensive strategy. As such, when implementing adversarial example 

technique, the robustness of these examples constitutes a critical con-
sideration. We investigated the robustness of adversarial example de-
fense methodologies and conventional image processing techniques. In 
alignment with the testing protocol delineated in DP-RAE (Zhu et al., 
2024), we selected Random Resize and Padding (Random) (Xie et al., 
2018), Gaussian Blurring (Gaussian) (Brama & Grinshpoun, 2020), JPEG 
Compression (JPEG) (Das et al., 2017), and Super-Resolution (Super) 
(Mustafa et al., 2020) as archetypal image processing algorithms to 
assess the robustness of adversarial example defenses. All defense pa-
rameters were rigorously preserved according to the specifications re-
ported in the original scholarly works. The empirical findings are de-
lineated in Table 5. The table evaluates the robustness of reversible 
adversarial examples generated by five attack methods (SRAE, RAE-
FGSM(post), RAE-BIM(post), RAE-BIM(in-the-loop), INN-RAE) under six 
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Fig. 7. Schematic diagram of untargeted attack on the ArcFace model using the VggFace2 dataset. The number in the lower right corner of the first row indicates 
the similarity between this image and the reference facial photo. The smaller the value, the better the attack effect. The second to sixth images in the second row 
are the corresponding added adversarial perturbations. For the convenience of observation, they have all been uniformly enlarged 20 times.

defense methods (None, JPEG compression with varying quality factors, 
Gaussian blurring, super-resolution, random resize/padding). Higher 
values indicate stronger attack efficacy after defense application. In the 
absence of defense ("None"), INN-RAE achieves the highest success rate 
(0.9815), significantly outperforming SRAE (0.7885), RAE-FGSM(post) 
(0.9035), and both RAE-BIM variants. This highlights INN-RAE’s supe-
rior attack potency on pristine models, likely due to its invertible neural 
network design that enables precise perturbation tuning. JPEG Com-
pression: As JPEG quality factor (qp) decreases (higher compression), 
INN-RAE’s success rate drops from 0.4581 (qp=90) to 0.3722 (qp=50). 
While this decline is steeper than SRAE’s (0.6710 → 0.4119), INN-RAE 
consistently outperforms RAE-BIM(post) and RAE-BIM(in-the-loop) at 
qp=50 (0.3722 vs. 0.2901 and 0.3647, respectively). The invertible 
transformation in INN-RAE may prioritize perturbation reversibility 
over compression resilience, but its structured perturbation pattern still
maintains higher robustness than iterative BIM methods under extreme 
compression. Gaussian Blur: INN-RAE retains a success rate of 0.6481, 
surpassing both RAE-BIM variants (0.6410 and 0.5968) and approach-
ing RAE-FGSM(post) (0.6563). This suggests that INN-RAE’s perturba-
tions, which are optimized for feature-space invariance, are less dis-
rupted by spatial smoothing. Super-Resolution: With a success rate 
of 0.5843, INN-RAE outperforms RAE-BIM(in-the-loop) (0.4943) and 
RAE-BIM(post) (0.5377). The invertible model’s ability to preserve high-
frequency features may explain its resilience against resolution enhance-
ment, which often distorts adversarial perturbations. Random Resize 
& Padding: INN-RAE achieves 0.6010 under random resize/padding, 
comparable to SRAE (0.6564) and RAE-FGSM(post) (0.6470). This sta-

bility indicates that INN-RAE’s perturbations are less sensitive to ge-
ometric transformations, likely due to its focus on embedding-space
adversarial directions rather than pixel-level perturbations. Average 
Performance: INN-RAE’s average success rate (0.5837) ranks second 
only to SRAE (0.6511) and surpasses all RAE-BIM variants. This demon-
strates its balanced robustness across diverse defenses, combining high 
attack efficacy without defense with competitive resilience under prac-
tical image processing.

4.7.  Adversarial transferability evaluation

The experiment evaluates the transferability of adversarial examples 
generated by various attack methods (SRAE, RAE-FGSM, RAE-BIM, INN-
RAE) from source models (Facenet, Sphere Face, etc.) to target mod-
els (ArcFace, CosFace, Mobile, etc.) are shown in Table 6. The values 
represent transfer success rates, where higher values indicate stronger
transferability. When ArcFace serves as the source model, the SRAE 
attack achieves an average transfer success rate of 0.1563, perform-
ing better on target models MobileFacenet (0.1604) and Sphere FaceR 
(0.1955). This indicates that adversarial examples generated by SRAE 
have certain transferability to specific models. The RAE-FGSM (post) 
method shows an average success rate of only 0.0987, particularly 
0.0570 on the Sphere Face2 target model, suggesting weak transfer-
ability. Notably, our proposed INN-RAE method achieves an average 
of 0.1529, approaching the performance of SRAE. What sets INN-RAE 
apart is its superior performance on CosFace (0.1851) and Mobile-
Facenet (0.1525). This can be attributed to its innovative integration of
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Fig. 8. Schematic diagram of targeted attack on the ArcFace model using the VggFace2 dataset. The number in the lower right corner of the first row indicates the 
similarity between this image and the target reference facial photo. The bigger the value, the better the attack effect.

Table 6 
Reversible adversarial examples adversarial transferability evaluation.

 Attack Methods  Target Models
 ArcFace  CosFace  Mobile Facenet  Sphere Face  Sphere Face2  Sphere FaceR  Average

 ArcFace  SRAE  –  0.1328  0.1234  0.1604  0.1694  0.1955  0.1563
 RAE-FGSM (post)  –  0.0885  0.1200  0.1140  0.0570  0.1141  0.0987
 RAE-BIM (post)  –  0.1677  0.1319  0.0823  0.1630  0.1391  0.1368
 RAE-BIM (in-the-loop)  –  0.0723  0.0914  0.1622  0.1055  0.0976  0.1058
 INN-RAE (Ours)  –  0.1325  0.1851  0.1525  0.1239  0.1706  0.1529

 Sphere Face  SRAE  0.2301  0.2287  0.1993  –  0.2164  0.2001  0.2111
 RAE-FGSM (post)  0.2039  0.1169  0.2591  –  0.1911  0.2266  0.1984
 RAE-BIM (post)  0.1902  0.1758  0.1263  –  0.1450  0.1535  0.1502
 RAE-BIM (in-the-loop)  0.1253  0.2088  0.2610  –  0.1902  0.1743  0.2086
 INN-RAE (Ours)  0.2023  0.2055  0.2264  –  0.2294  0.1795  0.2102

invertible neural network architectures, which enables a more nuanced 
manipulation of input features while maintaining the reversibility of ad-
versarial perturbations. By leveraging invertible transformations, INN-
RAE can generate adversarial examples that better align with the deci-
sion boundaries of target models, thus enhancing transferability. When 
Sphere Face serves as the source model, the SRAE attack achieves an 
average success rate of 0.2111, significantly higher than when ArcFace 
is the source model. It shows strong transferability on target models Ar-
cFace (0.2301) and CosFace (0.2287), suggesting that the feature space 
of Sphere Face may be closer to that of the target models. The RAE-BIM 
(in-the-loop) method achieves an average of 0.2086, reaching 0.2610 
on the Mobile target model, exceeding SRAE’s 0.1993. In this scenario, 

INN-RAE also demonstrates remarkable performance with an average of 
0.2102, on par with SRAE. Its effectiveness across Sphere Face2 (0.2294) 
and Facenet (0.1795) further validates its robustness. The success of 
INN-RAE can be partly explained by its ability to capture high-order 
feature correlations within the source model’s embedding space. By 
modeling these complex relationships, INN-RAE generates adversarial 
perturbations that are more likely to be misinterpreted by target mod-
els, regardless of their architectural differences. For the ArcFace source 
model, RAE-BIM (post) has a higher average success rate (0.1368) than 
the in-the-loop strategy (0.1058), indicating that post-processing is more 
suitable for this source model. In contrast, for the Sphere Face source 
model, the in-the-loop strategy (0.2086) outperforms post-processing 
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Table 7 
Variation of attack transferability of INN-RAE adversarial examples with adversarial attack magnitude, where 
the source model is ArcFace and the test dataset is CelebA.
 Adversarial Magnitude  Target Models

 CosFace  Mobile Facenet  Sphere Face  Sphere Face2  Sphere FaceR  Average
 4/255  0.1325  0.1851  0.1525  0.1239  0.1706  0.1529
 8/255  0.2474  0.3030  0.2478  0.2022  0.2949  0.2591
 12/255  0.2661  0.3490  0.2980  0.2433  0.3433  0.2999
 16/255  0.3632  0.4109  0.3436  0.2827  0.4203  0.3641
 20/255  0.3375  0.4268  0.3934  0.3314  0.4526  0.3883
 24/255  0.3919  0.5017  0.4326  0.3611  0.4883  0.4351
 28/255  0.4220  0.4928  0.4910  0.4192  0.5451  0.4740
 32/255  0.5988  0.6593  0.5549  0.4972  0.6284  0.5877

Table 8 
Ablation experiments were conducted on ArcFace and VggFace2 for targeted face attacks, focusing on the four loss functions in 
INN-RAE.

 Loss Function  Metrics
𝑅𝐿𝑎𝑑𝑣 𝑅𝐿𝑟𝑒 𝑉 𝐿𝑎𝑑𝑣 𝑉 𝐿𝑟𝑒  ASR 𝑃𝑆𝑁𝑅𝑎𝑑𝑣 𝑆𝑆𝐼𝑀𝑎𝑑𝑣 𝐿2𝑎𝑑𝑣  CER 𝑃𝑆𝑁𝑅𝑟𝑒 𝑆𝑆𝐼𝑀𝑟𝑒 𝐿2𝑟𝑒  RAE-P
√  0.9523  36.8552  0.9445  1.8996  0.9054  35.9889  0.9265  5.5485  0.0788
√ √  0.9448  35.9868  0.9463  1.9042  0.0103  34.8756  0.8596  6.8597  0.7606
√ √ √  0.8685  43.8514  0.9872  1.4972  0.0165  35.9639  0.8768  4.7258  0.7393
√ √ √ √  0.8523  42.1858  0.9765  1.5084  0.0167  39.7897  0.9784  2.0072  0.8007

(0.1502), suggesting that model architecture may affect strategy effec-
tiveness. Compared with traditional methods, INN-RAE exhibits distinct 
advantages. Unlike SRAE and RAE-FGSM, which rely on straightforward 
perturbation generation, INN-RAE’s invertible design allows for precise 
control over the magnitude and direction of adversarial changes. This 
adaptability enables INN-RAE to maintain stable transferability across 
diverse source and target model combinations. Additionally, while RAE-
BIM methods require iterative optimization, INN-RAE achieves competi-
tive results with a more efficient, one-step generation process, making it 
more practical for real-world applications. The Mobile model is vulner-
able to transfer attacks under both the Sphere Face source model (RAE-
BIM (in-the-loop) reaches 0.2610) and the ArcFace source model (INN-
RAE reaches 0.1525), possibly due to its simpler architecture or high 
feature similarity to source models. CosFace shows low transfer success 
rates under the ArcFace source model (RAE-FGSM (post) is only 0.0885) 
and the Sphere Face source model (RAE-BIM (post) is only 0.1263), in-
dicating strong robustness against adversarial examples. Notably, INN-
RAE still manages to achieve relatively high transfer success rates on 
CosFace (0.1851 from ArcFace and 0.2055 from Sphere Face), demon-
strating its superiority in overcoming the defense mechanisms of robust 
models. This highlights the potential of INN-RAE’s invertible transfor-
mation approach in bypassing complex feature extraction and classifi-
cation pipelines of target models.

Table 7 analyzes how adversarial magnitude (4/255-32/255) affects 
INN-RAE’s attack transferability (source: ArcFace, dataset: CelebA). A 
clear positive correlation emerges: average transfer rate rises from 
0.1529 (4/255) to 0.5877 (32/255), with accelerated growth at higher 
magnitudes (e.g., +0.1136 jump from 28/255 to 32/255), indicat-
ing a magnitude threshold for enhanced cross-model effectiveness. 
Model-specific sensitivity varies: Mobile Facenet (0.1851 → 0.6593) and 
SphereFaceR (0.1706 → 0.6284) are most sensitive, reflecting architec-
tural similarity to ArcFace. SphereFace2 is most robust (0.1239 → 0.4972, 
lowest rates overall). These results confirm INN-RAE’s transferability is 
magnitude-dependent, with stronger perturbations overcoming target 
model defenses more effectively.

4.8.  Ablation study

In INN-RAE, various loss functions have been designed, including 
recognition and visual quality loss functions. The effects of these loss 

functions were studied in ablation experiments, and target attack tests 
were conducted on the ArcFace model using the VggFace2 dataset. The 
results of the ablation experiments are shown in Table 8. As indicated in 
Table 8, the 𝑅𝐿𝑟𝑒 loss function slightly reduces the attack success rate of 
adversarial samples but significantly lowers the recognition error rate, 
ensuring the usability of reconstructed samples. The adversarial sample 
visual quality loss, 𝑉 𝐿𝑎𝑑𝑣, significantly reduces the attack success rate 
but improves the visual quality of generated adversarial samples. On the 
other hand, the reconstructed sample quality loss, 𝑉 𝐿𝑟𝑒, slightly reduces 
the attack success rate and the visual quality of adversarial samples but 
significantly enhances the visual quality of reconstructed samples.
𝑅𝐴𝐸 − 𝑃 = 𝐴𝑆𝑅 × 𝑆𝑆𝐼𝑀𝑎𝑑𝑣 × (1 − 𝐶𝐸𝑅) × 𝑆𝑆𝐼𝑀𝑟𝑒 (23)

In ablation experiments, the RAE-P metric is introduced and calculated 
as shown in Eq. 23, to measure better the overall performance of dif-
ferent combinations of loss functions. Specifically, this metric not only 
considers the attack success rate and stealthiness of adversarial samples 
but also sets standards for the quality of the recovered reconstructed 
samples. Overall, all four loss functions effectively improve the RAE-P 
metric, enhancing reconstructed samples’ usability and visual quality 
while ensuring the attack success rate and visual effects of generated 
adve!rsarial samples. In our experimental evaluations, using the orig-
inal image itself as the Perturbation Matrix (PM) yields better visual 
imperceptibility. This is because, during the forward noise injection pro-
cess, the PM essentially undergoes a series of continuous transformations 
aimed at achieving adversarial effectiveness. Starting from the original 
image allows these transformations to retain more of the image’s natural 
structure, thereby enhancing the overall imperceptibility of the result-
ing adversarial example. The advantage of this approach is that it re-
duces the additional noise interference introduced by random noise or 
unrelated images in the final generated output. To further validate this, 
we have conducted ablation studies using alternative images as the PM, 
including a random Gaussian noise image, and images from different 
identity classes. The experimental results are presented in the Table 9. 
The ablation experiments were conducted on ArcFace and VggFace2 for 
targeted face attacks.

First, in terms of ASR, all three settings achieve comparable perfor-
mance (around 0.85), indicating that the choice of PM does not sig-
nificantly affect the success of targeted adversarial attacks. However, 
while using the target identity image leads to the highest ASR (0.8615), 
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Table 9 
Ablation experiments on PM selection.
 Metrics  PM Types

 Gaussian Noise  Target ID Face Image  Original Face Image
 ASR  0.8499  0.8615  0.8523
𝑃𝑆𝑁𝑅𝑎𝑑𝑣  33.9002  36.7127  42.1858 
𝑆𝑆𝐼𝑀𝑎𝑑𝑣  0.8989  0.9446  0.9765 
𝐿2𝑎𝑑𝑣  2.4533  2.1278  1.5084 
 CER  0.0432  0.0558  0.0167 
𝑃𝑆𝑁𝑅𝑟𝑒  29.1693  33.5778  39.7897 
𝑆𝑆𝐼𝑀𝑟𝑒  0.8806  0.9074  0.9784 
𝐿2𝑟𝑒  3.1257  2.5006  2.0072 
 RAE-P  0.6437  0.6972  0.8007 

this advantage comes at the cost of increased perceptual distortion and 
reduced reconstruction quality. In contrast, using the original face im-
age as the PM consistently yields the best performance across multiple 
perceptual and reversibility metrics. Specifically, it achieves the highest 
𝑃𝑆𝑁𝑅𝑎𝑑𝑣 (42.1858) and 𝑆𝑆𝐼𝑀𝑎𝑑𝑣 (0.9765), as well as the lowest 𝐿2𝑎𝑑𝑣
(1.5084), indicating superior visual fidelity and minimal perturbation. 
This is because using the original image as PM allows the noise injection 
process to introduce adversarial perturbations in a structure-preserving 
manner, thereby avoiding unnecessary distortion. On the other hand, 
Gaussian noise as PM introduces substantial perturbations, leading to 
degraded PSNR and SSIM. In terms of semantic preservation, the origi-
nal image also results in the lowest CER (0.0167), compared to 0.0432 
for Gaussian noise and 0.0558 for the target identity image. This sug-
gests that using unrelated images as PMs may introduce semantic in-
consistencies or identity blending effects. Furthermore, the reconstruc-
tion quality from the adversarial image back to the original image is 
also highest when the original image is used as PM. It achieves the 
best 𝑃𝑆𝑁𝑅𝑟𝑒 (39.7897), 𝑆𝑆𝐼𝑀𝑟𝑒 (0.9784), and 𝐿2𝑟𝑒 (2.0072), demon-
strating that reversibility is better maintained when the starting point 
is closely aligned with the target structure. Lastly, the RAE-P metric 
confirms that identity consistency is best preserved using the original 
PM (RAE-P = 0.8007), while Gaussian noise yields the lowest value 
(0.6437). This underscores the importance of PM similarity in maintain-
ing representation integrity in the embedding space. In summary, while 
all three PM types enable successful adversarial attacks, only the orig-
inal image PM simultaneously ensures high imperceptibility, semantic 
consistency, and reversibility. These findings justify our design choice 
and highlight the crucial role of PM selection in reversible adversarial 
sample generation.

5.  Conclusion

This paper focuses on the issue of image privacy protection in social 
media scenarios. It proposes a high visual quality reversible adversarial 
example attack method based on invertible neural nerworks INN-RAE. 
This method generates adversarial examples with high visual conceal-
ment through invertible neural nerworks. These adversarial examples 
can prevent unauthorized AI from extracting private information using 
samples. When authorized AI attempts to use these samples, the same 
invertible neural network can be used to restore and correctly identify 
them. In both image classification and face recognition tasks, INN-RAE 
achieves high attack success rates and visual quality across different 
datasets and target networks of varying structures while also restoring 
high-quality samples. In future work, we will consider migrating this 
method to black-box attacks and improving the robustness of reversible 
adversarial examples.
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